
Semaphores 

Semaphores(S) are integer variables that are used to solve the critical section problem by using two atomic 
operations, wait() and signal(), apart from initialization that are used for process synchronization. 

The definitions of wait and signal are as follows − 

 Wait() [to test] 

The wait operation decrements the value of its argument S, if it is positive. If S is negative or zero, then 
no operation is performed. 

wait(S) 

{ 

   while (S<=0); 

  //no-operation 

   S--; 

} 

 Signal() [to increment] 

The signal operation increments the value of its argument S. 

signal(S) 

{ 

   S++; 

} 

Types of Semaphores 

There are two main types of semaphores i.e. counting semaphores and binary semaphores.  

 Counting Semaphores 

These are integer value semaphores and have an unrestricted value domain. These semaphores are 
used to coordinate the resource access, where the semaphore count is the number of available 
resources. If the resources are added, semaphore count automatically incremented and if the 
resources are removed, the count is decremented. 

 Binary Semaphores 

The binary semaphores are like counting semaphores but their value is restricted to 0 and 1. The wait 
operation only works when the semaphore is 1 and the signal operation succeeds when semaphore is 
0.  

 

 

 



 

Counting Semaphore vs. Binary Semaphore 
 

Counting Semaphore Binary Semaphore 

No mutual exclusion Mutual exclusion 

Any integer value Value only 0 and 1 

More than one slot Only one slot 

Provide a set of 
Processes 

It has a mutual exclusion 
mechanism. 

Advantages of Semaphores 

Some of the advantages of semaphores are as follows − 

 Semaphores allow only one process into the critical section. They follow the mutual exclusion principle 
strictly and are much more efficient than some other methods of synchronization. 

 There is no resource wastage because of busy waiting in semaphores as processor time is not wasted 
unnecessarily to check if a condition is fulfilled to allow a process to access the critical section. 

 Semaphores are implemented in the machine independent code of the microkernel. So they are 
machine independent. 

 

Disadvantages of Semaphores 

Some of the disadvantages of semaphores are as follows − 

 Semaphores are complicated so the wait and signal operations must be implemented in the correct 
order to prevent deadlocks. 

 Semaphores may lead to a priority inversion where low priority processes may access the critical 
section first and high priority processes later. 

The main disadvantages of the Semaphore are that it requires busy waiting. While a process is in its critical 
section, any other process tries to enter its critical section must loop continuously in the entry code. 

The mutual exclusion implementation with semaphore is given as: 

Do 

{ 

 Wait(mutex) 

//critical section 

Signal (mutex) 

//remainder section 

}while (TRUE) 



Difference between Semaphore vs. Mutex 
 

Parameters Semaphore Mutex 

Mechanism It is a type of 
signaling 
mechanism. 

It is a locking 
mechanism. 

Data Type Semaphore is an 
integer variable. 

Mutex is just an 
object. 

Modification The wait and 
signal operations 
can modify a 
semaphore. 

It is modified only by 
the process that 
may request or 
release a resource. 

 

Classic problems of Synchronization 

1. Bounded buffer problem 
2. Readers-Writers Problem 
3. Dining Philosophers Problem 

 
Bounded buffer problem, which is also called producer consumer problem, is one of the classic problems of 

synchronization.  

What is the Problem Statement? 

There is a buffer of n slots and each slot is capable of storing one unit of data. There are two processes 
running, namely, producer and consumer, which are operating on the buffer. 

 

 
 
A producer tries to insert data into an empty slot of the buffer. A consumer tries to remove data from a filled slot 
in the buffer.These two processes won't produce the expected output if they are being executed concurrently. 

There needs to be a way to make the producer and consumer work in an independent manner. 

One solution of this problem is to use semaphores.  

 m, a binary semaphore which is used to acquire and release the lock. 

 empty, a counting semaphore whose initial value is the number of slots in the buffer, since, initially all 
slots are empty. 

 full, a counting semaphore whose initial value is 0. 



At any instant, the current value of empty represents the number of empty slots in the buffer and full represents 
the number of occupied slots in the buffer. 

Producer operation 

do  

{ 

// wait until empty > 0 and then decrement 'empty' 

//produce an item in nextp 

     wait(empty);    

// acquire lock 

     wait(mutex);   

// perform the insert operation in a slot I,e add nextp to buffer */ 

// release lock 

     signal(mutex);   

// increment 'full' 

     signal(full);    

}  

while(TRUE) 

 Producer first waits until there is at least one empty slot. 

 Then it decrements the empty semaphore because, there will now be one less empty slot, since the 
producer is going to insert data in one of those slots. 

 Then, it acquires lock on the buffer, so that the consumer cannot access the buffer until producer 
completes its operation. 

 After performing the insert operation, the lock is released and the value of full is incremented because 

the producer has just filled a slot in the buffer. 

 
The Consumer Operation 

do  
{ 
 // wait until full > 0 and then decrement 'full' 
     wait(full); 
 // acquire the lock 
     wait(mutex);   
   
  /* perform the remove operation in a slot */  
// release the lock 
     signal(mutex);  
// increment 'empty' 
     signal(empty);  
}  
while(TRUE); 

 The consumer waits until there is at least one full slot in the buffer. 

 Then it decrements the full semaphore because the number of occupied slots will be decreased by 

one, after the consumer completes its operation. 

 After that, the consumer acquires lock on the buffer. 

 Following that, the consumer completes the removal operation so that the data from one of the full 

slots is removed. 

 Then, the consumer releases the lock. 



 Finally, the empty semaphore is incremented by 1, because the consumer has just removed data from 

an occupied slot, thus making it empty. 

Readers-Writers Problem 

The readers-writers problem relates to an object such as a file that is shared between multiple processes. 
Some of these processes are readers i.e. they only want to read the data from the object and some of the 
processes are writers i.e. they want to write into the object. 

The Problem Statement 

There is a shared resource which should be accessed by multiple processes. There are two types of 
processes in this context. They are reader and writer. Any number of readers can read from the shared 
resource simultaneously, but only one writer can write to the shared resource. When a writer is writing data 
to the resource, no other process can access the resource. A writer cannot write to the resource if there 
are non zero number of readers accessing the resource at that time 

The Solution 

From the above problem statement, it is evident that readers have higher priority than writer. If a writer 
wants to write to the resource, it must wait until there are no readers currently accessing that resource. 

Here, we use one mutex m and a semaphore w. An integer variable read_count is used to maintain the number 
of readers currently accessing the resource. The variable read_count is initialized to 0. A value of 1 is given 
initially to m and w. 

Instead of having the process to acquire lock on the shared resource, we use the mutex m to make the process 
to acquire and release lock whenever it is updating the read_count variable. 

. 

The code for the writer process looks like this: 

while(TRUE)  
{ 
     wait(w); 
     
   /* perform the write operation */ 
    
    signal(w); 
} 
 

 
And, the code for the reader process looks like this: 

while(TRUE)  

{ 

    //acquire lock 

    wait(m); 

    read_count++; 

    if(read_count == 1) 

        wait(w); 

     

    //release lock   

    signal(m);   

     

    /* perform the reading operation */ 



     

    // acquire lock 

    wait(m);    

    read_count--; 

    if(read_count == 0) 

        signal(w); 

         

    // release lock 

    signal(m);   

}  

 As seen above in the code for the writer, the writer just waits on the w semaphore until it gets a chance 

to write to the resource. 

 After performing the write operation, it increments w so that the next writer can access the resource. 

 On the other hand, in the code for the reader, the lock is acquired whenever the read_count is updated 

by a process. 

 When a reader wants to access the resource, first it increments the read_count value, then accesses 

the resource and then decrements the read_count value. 

 The semaphore w is used by the first reader which enters the critical section and the last reader which 

exits the critical section. 

 The reason for this is, when the first readers enters the critical section, the writer is blocked from the 

resource. Only new readers can access the resource now. 

 Similarly, when the last reader exits the critical section, it signals the writer using the w semaphore 

because there are zero readers now and a writer can have the chance to access the resource. 

The readers-writers problem is used to manage synchronization so that there are no problems with the 
object data. 

 For example - If two readers access the object at the same time there is no problem. However if two 
writers or a reader and writer access the object at the same time, there may be problems. 

To solve this situation, a writer should get exclusive access to an object i.e. when a writer is accessing the 
object, no reader or writer may access it. However, multiple readers can access the object at the same 
time. 

This can be implemented using semaphores. The codes for the reader and writer process in the reader-
writer problem are given as follows − 

Reader Process 

The code that defines the reader process is given below − 

wait (mutex); 

rc ++; 

if (rc == 1) 

wait (wrt); 

signal(mutex); 

. 

. READ THE OBJECT 

. 



wait(mutex); 

rc --; 

if (rc == 0) 

signal (wrt); 

signal(mutex); 

In the above code, mutex and wrt are semaphores that are initialized to 1. Also, rc is a variable that is 
initialized to 0. The mutex semaphore ensures mutual exclusion and wrt handles the writing mechanism 
and is common to the reader and writer process code. 

The variable rc denotes the number of readers accessing the object. As soon as rc becomes 1, wait 
operation is used on wrt. This means that a writer cannot access the object anymore. After the read 
operation is done, rc is decremented. When re becomes 0, signal operation is used on wrt. So a writer can 
access the object now. 

Writer Process 

The code that defines the writer process is given below: 

wait(wrt); 

. 

. WRITE INTO THE OBJECT 

. 

signal(wrt); 

If a writer wants to access the object, wait operation is performed on wrt. After that no other writer can 

access the object. When a writer is done writing into the object, signal operation is performed on wrt. 

Dining Philosophers Problem 

The dining philosophers problem is another classic synchronization problem which is used to evaluate 
situations where there is a need of allocating multiple resources to multiple processes. 

Problem Statement 

Consider there are five philosophers sitting around a circular dining table. The dining table has five chopsticks 
and a bowl of rice in the middle as shown in the below figure. 

 



At any instant, a philosopher is either eating or thinking. When a philosopher wants to eat, he uses two 

chopsticks - one from their left and one from their right. When a philosopher wants to think, he keeps down 

both chopsticks at their original place. 

From the problem statement, it is clear that a philosopher can think for an indefinite amount of time. But when a 
philosopher starts eating, he has to stop at some point of time. The philosopher is in an endless cycle of 
thinking and eating. 

An array of five semaphores, stick[5], for each of the five chopsticks. 

while(TRUE)  

{ 

    wait(stick[i]); 

i=5 

(5+1)%5=1 

 

i=2 

(2+1)%5=3 

    /*  mod is used because if i=5, next chopstick is 1 (dining table is circular)  */ 

    wait(stick[(i+1) % 5]);                       

    /* eat */ 

    signal(stick[i]); 

    signal(stick[(i+1) % 5]);  

    /* think */ 

} 

When a philosopher wants to eat the rice, he will wait for the chopstick at his left and picks up that chopstick. 
Then he waits for the right chopstick to be available, and then picks it too. After eating, he puts both the 
chopsticks down. 

But if all five philosophers are hungry simultaneously, and each of them pickup one chopstick, then a deadlock 
situation occurs because they will be waiting for another chopstick forever. The possible solutions for this are: 

 A philosopher must be allowed to pick up the chopsticks only if both the left and right chopsticks are 

available. 

 Allow only four philosophers to sit at the table. That way, if all the four philosophers pick up four 

chopsticks, there will be one chopstick left on the table. So, one philosopher can start eating and 

eventually, two chopsticks will be available. In this way, deadlocks can be avoided. 

 



Monitors 

Monitors and semaphores are used for process synchronization and allow processes to access the shared 
resources using mutual exclusion. Monitors are a synchronization construct that were created to overcome the 
problems caused by semaphores  

Monitors are abstract data types and contain shared data variables and procedures. The shared data variables 
cannot be directly accessed by a process and procedures are required to allow a single process to access the 
shared data variables at a time. 

This is demonstrated as follows: 

monitor monitorName 
{ 
   data variables; 
 
   Procedure P1(....) 
   { 
   } 
 
   Procedure P2(....) 
   { 
   } 
 
   Procedure Pn(....) 
   { 
   } 
 
   Initialization Code(....) 
   { 
 
   } 
} 

Only one process can be active in a monitor at a time. Other processes that need to access the shared 
variables in a monitor have to line up in a queue and are only provided access when the previous process 
release the shared variables. 

A monitor has four components: initialization, private data, monitor procedures, and monitor entry queue.  

The initialization component contains the code that is used exactly once when the monitor is created, 

 The private data section contains all private data, including private procedures,that can only be used within the 
monitor. Thus, these private items are not visible from outside of the monitor. The monitor procedures are 
procedures that can be called from outside of the monitor. The monitor entry queue contains all threads that 
called monitor procedures but have not been granted permissions. 

 

https://professormerwyn.files.wordpress.com/2015/07/monitor.jpg


Monitors are supposed to be used in a multithreaded or multi process environment in which multiple 
threads/processes may call the monitor procedures at the same time asking for service. Thus, a monitor 
guarantees that at any moment at most one thread can be executing in a monitor. 

 If a thread calls a monitor procedure, this thread will be blocked if there is another thread executing in the 
monitor. Those threads that were not granted the entering permission will be queued to a monitor entry 
queue outside of the monitor. When the monitor becomes empty (i.e., no thread is executing in it), one of the 
threads in the entry queue will be released and granted the permission to execute the called monitor 
procedure. 

Condition x, y 

x.wait(); 

x.signal(); 

 

Signal & Wait-P either waits until Q leaves the monitor or waits for the conditions 

Signal & Continue- Q either waits until P leaves the monitor or waits for the conditions 
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